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Abstract Physarum Polycephalum is an amoeba-like organism and is able to
find the shortest path in a labyrinth. Inspired by Physarum Polycephalum, re-
cently, a mathematical model and an algorithm (Physarum Solver) was devel-
oped. There are, however, only sequential implementations of this algorithm.
In this paper, a fast and efficient parallel Physarum Solver is proposed. The
proposed algorithm requires the solution of linear systems whose coefficient
matrix is a symmetric M-matrix. The solution of the linear system is the most
time consuming step of the Physarum Solver which is classically handled by
direct solvers without taking advantage of the fact that the coefficient matrix is
an M-matrix. However, direct solvers are infeasible for solving large real-world
problems. In the proposed parallel Physarum Solver, an effective parallel iter-
ative linear solver with a parallel preconditioner for M-matrices is used. The
parallel scalability, solution time, and accuracy of the proposed algorithm are
presented and compared to a state-of-the-art parallel implementation of ∆-
stepping shortest path algorithm in the Parallel Boost Graph Library. Our
implementation exhibits a remarkable parallel speedup with comparable accu-
racy for synthetic and real world applications.
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1 Introduction

Solving the shortest path problem on large scale networks is crucial for many
applications such as road [28], wireless [49] and social networks [30]. As paral-
lelism has become more common with the advent of multi-core architectures
as well as large and complex networks have begun to emerge in many set-
tings, it is inevitable to come up with algorithms that take advantage of the
current architectures. When the size of the network becomes larger, classical
algorithms require excessive computational time for finding the shortest path.
Recently, some bio-inspired methods to find the shortest path have been pro-
posed, such as Genetic algorithms, Ant Colony Optimization, and Physarum
algorithm (which is also called Physarum Solver).

Physarum Solver [59], which is a biologically inspired method of road-
network navigation, is an iterative single source-single target shortest path
algorithm and it differs from classical shortest path algorithms with the fol-
lowing capabilities. The paths which do not start at the source or end at the
target vertices and longer paths are gradually eliminated by Physarum Solver.
Moreover, it is capable of finding more than one shortest path. Furthermore,
Physarum Solver is flexible in the sense that it ends the execution whenever
the desired accuracy is obtained. Tero, Kobayashi and Nakagaki [60] described
the mathematical model of Physarum that displays path finding behavior in
the complicated networks of mazes and road maps in detail. Bonifaci [13] pro-
vided a short proof that Physarum computes the single source-single target
shortest path and Bonifaci et al. [14] proved that the convergence to the sin-
gle source-single target shortest path is independent of the network topology.
Becchetti et al. [9] showed a theoretical bound on the number of iterations in
which Physarum approach approximates the single source-single target short-
est path.

Physarum Solver requires the solution of sparse linear systems. Miyaji and
Ohnishi [46] showed that the coefficient matrix of the sparse linear systems in
Physarum Solver is a symmetric M-matrix. The solution of the sparse linear
system of equations is the most time consuming operation of the algorithm
especially for large graphs. In the earlier studies, they have been usually han-
dled via a direct solver. In this paper, however, we propose a parallel itera-
tive scheme and a preconditioner for solving linear systems where the coeffi-
cient matrix is a symmetric M-matrix in Physarum Solver. Before we give an
overview of the solution of linear systems, the definition of the M-matrix is
given.

Let A = (aij) be an n-dimensional real Z-matrix. That is, aij ≤ 0 for all
i 6= j, 1 ≤ i, j ≤ n. If the matrix A can be represented in the form A = αI−B
where B is nonnegative matrix and spectral radius of B is less than α, then
the matrix A is called as an M-matrix [52].

The techniques for solving linear systems can be divided into two main
categories which are direct and iterative techniques. While direct methods
compute the solution of linear systems in a finite number of operations, it-
erative methods start with an initial guess for the solution and expected to
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improve the initial guess in a finite sequence. Direct methods are preferred
in some applications where the robustness is required. For many applications,
however, they are not feasible due to their memory and arithmetic operation
count requirements when there is fill-in. In this case, iterative methods are
preferred since they require less memory [11]. The trade-off is that they are
not as robust as direct solvers and often require an effective preconditioner
to improve their robustness and reduce the number of iterations but with a
constraint that the application of the preconditioner should not be too ex-
pensive. Furthermore, if a parallel computing platform is used, then there is
an additional constraint that the preconditioner should be parallel. Finding a
preconditioner itself is a challenging task as there is no black-box approach
and usually considered to be more art than science [55].

Large real-world problems are challenging and computationally expensive
which require a prohibitively long time to obtain the solution using a sequen-
tial computer. Existing implementations of Physarum Solver are not designed
for parallel computing platforms. To take advantages of the current parallel
computing platforms, in this paper, we propose an efficient parallel Physarum
Solver, which uses a parallel preconditioned iterative solver. We study its par-
allel scalability on a multi-core cluster environment. Results are compared
against a state-of-the-art parallel implementations of ∆-stepping algorithm
provided in Parallel Boost Library [2] on undirected real-world and synthetic
graphs. The rest of the paper is organized as follows. In Section 2, the re-
lated work is presented. In section 3, a summary of the Physarum Solver and
∆-stepping algorithms is given. The proposed parallel algorithm is presented
in Section 4. Section 5 reports the experimental results. Finally, Section 6
includes conclusions.

2 Related Work

Finding the shortest path from the source to the target vertices is a common
problem in computer science, as well as in other areas of science and engineer-
ing. Given a graph with non-negative edge weights, source and target vertices,
one needs to find the path which has the minimum length between two vertices.
There are several algorithms to solve the single source-single target shortest
path problem such as the classical Dijkstra’s algorithm [24] (stopping when
the shortest path from the source to the target vertex is computed) and its
bidirectional variant [22,53], as well as the algorithms in [34,56,66,29].

In some applications like distributed computing [8,51] and computational
geometry [7], it may be enough to compute an approximate shortest path
instead of the exact one. Gubichev et al. [32] computed approximate shortest
paths with high accuracy over large real world social and biological networks.
For further approximate shortest paths algorithms, we refer the reader to [61,
37,20,65,27,57].

Real-world problems are computationally expensive, and requiring pro-
hibitively long time to obtain solution on a sequential computer. Hence, paral-
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lel shortest path algorithms have been emerged recently. Meyer and Sanders [45]
introduced∆-stepping algorithm. The algorithm requires a parameter∆. When
a unit ∆ is used, the algorithm is considered to be a variant of Dijkstra’s
algorithm. If ∆ is infinity, on the other hand, then it is the Bellman-Ford
algorithm. The degree of parallelism of the algorithm depends on the ∆ pa-
rameter [45]. Madduri et al. [41] and Crobak et al. [21] proposed two different
variations to solve the shortest path problem on large-scale graphs by using
the parallel ∆-stepping algorithm. Chakaravarthy et al. [16] introduced a novel
algorithm to solve the shortest path problem by combining Bellman-Ford and
Dijkstra’s algorithms. They did not only apply some pruning techniques to
reduce communication, but also proposed load balancing techniques to cope
with higher degree vertices. They obtained promising results on real world
and scale free graphs. Delling et al. [23] proposed an algorithm, called PHAST
where they compute the shortest path tree in networks with low highway
dimension, such as road networks. Although all of these algorithms can accu-
rately find the shortest path, they are computationally expensive and are not
much amenable to parallelism [15]. Therefore, many bio-inspired algorithms
have emerged, such as Physarum Solver [59], which has been applied in many
applications recently.

Physarum algorithm can efficiently solve a variety of network optimization
problems such as the single source-single target shortest path problem [58,59],
the traveling salesmen problem [25], the vehicle routing problem [42], and the
Steiner tree problems[40]. Moreover, Physarum algorithm is able to solve other
well known problems which can be converted to the shortest path problem such
as the towers of Hanoi [10] and minimum risk problems [47]. Furthermore, it
has been used by combining another bio-inspired method in order to increase
its efficiency. Zhang et al. [71] combined Physarum model with ant colony
approach and they proved that it is more efficient than original ant colony
algorithm. Liang et al. [38] proposed a new genetic algorithm based on the
modified Physarum network. In their algorithm, to improve the crossover op-
erator in the traditional genetic algorithms, Physarum network model is used.
Additionally, Physarum can be considered as a biological device. Tsuda et
al. [62] implemented a boolean gate which is made of Physarum polycephalum.
Adamatzky and Jones [6] proposed on programmable Physarum machine. Fur-
ther applications of Physarum related algorithms can be found in [70,67,68,
69,39].

3 Background

We propose a new parallel algorithm for Physarum Solver using a precon-
ditioned iterative parallel sparse linear solver and compare our results with
∆-stepping algorithm. In this section, ∆-stepping algorithm and mathemati-
cal model of Physarum Solver are summarized.
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3.1 Mathematical Model of Physarum Solver

Physarum Solver [59] is developed based on physiological observations of an
amoeba-like organism. It is capable of finding path in a maze which can be
considered as a graph. Tero et al. [60] placed food resources at two different
locations in a maze which contains Physarum Ploycephalum. Then, Physarum
Polycephalum constitutes a path which has the minimum length between two
resources thanks to its biological structures. The body of the plasmodium
of Physarum Polycephalum includes a network of tubes which circulates to
nutrients and chemical signals and it finds the shortest path by concentrating
to food resources to feed on the nutrients. This experiments are repeated for
different mazes and for all experiments, the organism is able to find the shortest
path. Physarum Solver [59,60] has been developed by modelling the behaviour
of Physarum Polycephalum.

Let G(V,E,w) be a graph where V is the set vertices, E is the set of
edges, and w is a function from E to R+. Assume that G is a connected
undirected graph. Eij represents the edge connecting from vertex Vi to vertex
Vj . The variable Qij is used to state the flux though Eij from Vi to Vj . On the
assumption that the tube has the Poiseuille flow approximately, Equation 1 is
obtained.

Qij =
Dij

Lij
(pi − pj) (1)

where Dij is the conductivity of the tube Eij , Lij is the weight of the edge
Eij , and pi is the pressure at vertex Vi.

On the assumption of zero capacity of each vertex except the source and
target vertices, if the Kirchoff’s law [46] is applied, Equation 2 is obtained.

∑
i 6=j

Qij =

 I0 if i = source
−I0 if i = target

0 otherwise
(2)

Tero et al. [60] prove that while the tubes which have larger fluxes are
supported, tubes which have smaller fluxes are eliminated. Equation 3i namely
the adaptation equation, describes the change in the conductivity Dij with
respect to time.

d

dt
Dij = f(|Qij |)−Dij . (3)

The Poisson’s equation is obtained by using Equation 1 and 2 to compute
the pressure of each node in Equation 4.

∑
i 6=j

Dij

Lij
(pi − pj) =

 I0 if j = source
−I0 if j = target

0 otherwise
(4)
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where pn = 0 and Equation 4 can also be written in the matrix from

Ap = b (5)

where p=(p1, p2, ..., pn)T is the unknown, b is the right hand side vector with
zeros except +1 and -1 on the source and target vertices, respectively, and
A = (Aij) is a symmetric M-matrix [46] given by Equation 6.

Aij =

{∑
l 6=i Til if i = j

−Tij otherwise
(6)

where Tij = Dij/Lij . Therefore, all pi’s can be computed by solving Equa-
tion 5. There are a few choices [60] to model the change and in our implemen-
tation we chose the most commonly used f function where f(|Qij |) = |Qij |.
We use Equation 7 to discretize the conductivity values in Equation 3

Dn+1
ij −Dn

ij

∆t
= |Qnij | −Dn+1

ij (7)

where ∆t indicates the duration of one discrete time step (or iteration) and
Dn+1
ij represents the conductivity of the edge Eij in (n+1)th nonlinear iteration

(i.e. time step).

3.2 ∆-Stepping Algorithm

∆-stepping proposed by Meyer and Sanders [45] solves the single source short-
est path problem efficiently for large graphs. That is, given a graph G(V,E,w)
and a source vertex s, dist[v], the weight of the shortest path from s to v, is
computed for all v ∈ V . ∆-stepping algorithm (shown in Algorithm 1) can be
regarded as a variant of the Dijkstra’s algorithm. As in the Dijkstra’s algo-
rithm, each node is assigned to a tentative distance (dist[v]). If the distance
is infinity, this means that v is not reachable from source vertex s. The relax
function in Algorithm 2 decides whether there is a shorter path from s to v, or
not. After the vertex u that has the minimum distance in the priority queue is
removed, dist[v] is updated to the minimum of dist(v) and dist(u)+w(u, v) by
this function. Therefore, the shortest path distance is computed by updating
the tentative distances.

In ∆-stepping algorithm, which is similar to approximate bucket imple-
mentation of the Dijkstra’s algorithm [19], B represents bucket arrays and
B[i] stores the set of vertices whose tentative distance in [i∆, (i+ 1)∆] in the
queue. ∆ is called the bucket width. The nodes are sorted by using the buck-
ets which denote priority ranges of size ∆ [19]. All nodes are deleted from
the bucket and light edges (w(Eij) ≤ ∆) are relaxed, so new nodes may be
added to the current bucket in each iteration of the algorithm (the inner while
loop, lines 12-19 in Algorithm 1). When a bucket is empty, all heavy edges are
relaxed at once (lines 20-23 in Algorithm 1) in each iteration. Moreover, we
note that while deletion and edge relaxation can be done in parallel, individual



A Parallel Bio-Inspried Shortest Path Algorithm 7

relaxation can be done in atomically in constant time. The performance of ∆-
stepping algorithm depends on the value of ∆ and it runs O(log3|V |/loglog|V |)
in expected time [44].

We recall that ∆-stepping is a single source shortest path algorithm and
computes the shortest path from the source vertex to all other vertices. We
modify ∆-stepping algorithm in order to compute the single source-single tar-
get shortest path by permitting early termination of the algorithm when no
paths shorter than the shortest path from the source to the target exists (see
steps 24-26 in Algorithm 1). Hence, ∆-stepping algorithm halts if the single
source-single target shortest path is found without performing unnecessary
computations.

Algorithm 1 ∆-stepping Algorithm [41]

1: Input: G(V,E), s source vertex, t target vertex, and weights, w : E → R+

2: Output: The shortest path from s to t
3: for v ∈ V do
4: heavy(v)← {(v, u) ∈ E : w(v, u) > ∆}
5: light(v)← {(v, u) ∈ E : w(v, u) ≤ ∆}
6: dist(v)←∞
7: end for
8: relax(s,0)
9: i← 0

10: while B is not ∅ do
11: S ← ∅
12: while B[i] is not ∅ do
13: Req ← {(u, dist(v) + w(v, u)) : v ∈ B[i] ∧ (v, u) ∈ light(v)}
14: S ← S ∪B[i]
15: B[i]← ∅
16: for (v, x) ∈ Req do
17: relax(v,x)
18: end for
19: end while
20: Req ← {(u, dist(v) + w(v, u)) : v ∈ S ∧ (v, u) ∈ heavy(v)}
21: for (v, x) ∈ Req do
22: relax(v,x)
23: end for
24: if the target node is processed then
25: break
26: end if
27: i← i+ 1
28: end while

Algorithm 2 relax(v,x) function in ∆-stepping algorithm

1: if x < dist(v) then
2: B[bdist(v)/∆c] ← B[bdist(v)/∆c] \{v}
3: B[bx/∆c] ← B[bx/∆c] ∪{v}
4: dist(v)← x
5: end if
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4 The Proposed Parallel Algorithm

In this section, we present a scalable parallel bio-inspired single source-single
target shortest path algorithm based on Physarum Solver, which is called
Parallel Physarum Algorithm (PPA) given in Algorithm 3. Before we explain
the proposed algorithm, the data structures used in PPA are explained.

The original input graph G is represented by its adjacency matrix L in
Algorithm 3 and Lij is the edge weight between vertex i and vertex j. A,
Q, D, and T matrices in Algorithm 3 have the same sparsity structure and
they are partitioned conformably by block rows. For instance, the matrix A is
partitioned as in the following

A =


A1

A2

...
At


where t is the total number of processes and each process k owns the block
row Ak = [Aij ]k where row length of Ak is mk and 1 ≤ j ≤ n. That is, each
block row has a dimension of mk × n where

n =

t∑
k=1

mk

in which n is the number of vertices of the graph. Similarly, b and p vectors
in Algorithm 3 have the same sparsity structure and they are partitioned by
block rows. For instance, the partitioned of the vector b is shown:

b =


b1
b2
...
bt


where each process k owns the block row vector bk = [bi]k and the row length
of bk is mk.

Now, we explain the steps of the proposed algorithm in detail. First, the
source and target nodes are set. Next, each process k initializes own conduc-
tivity values ([Dij ]k) to 1 and own flux values ([Qij ]k) to zero in steps 1 and 2,
respectively. Then, each process sets associated part of the A, and T matrices
to be zero. In the while loop, a linear system whose coefficient matrix (A) is
a symmetric M-matrix is solved in step 8. This step is the most challenging
and time consuming step of the algorithm. We solve these linear systems by
using a parallel iterative linear solver and taking consideration into M-matrix
property. Next, Q and D matrices are updated in each while loop iteration
in parallel. The parallelism is achieved by partitioning the data, performing
updates (lines 7, 10, and 11) in parallel, and solving the linear systems (line 8)
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Algorithm 3 The Proposed Parallel Algorithm

Input: G = (L, source, target) where L is the adjacency matrix of G
Result: The shortest path from source to target nodes
// t is the total number of processes and k is the process ID

1: [Dij ]k ← 1 where L(i, j) 6= 0
2: [Qij ]k ← 0
3: [Aij ]k ← 0
4: [Tij ]k ← 0
5: iter ← 1
6: while until a termination criterion is met do
7: Tk ← Dk

Lk

8: solve Ap = b (Equation 5) in parallel
9: pn ← 0

10: [Qij ]k ← [Tij ]k x (pi − pj)

11: [Dij ]k ← 1
2

(|[Qij ]k|+ [Dij ]k)
12: iter ← iter + 1
13: end while

in which the preconditioner is applied in parallel at each inner iteration and
the solution is updated in each outer iterations in parallel.

In the problem of the solution of the linear systems whose coefficient matrix
is an M-matrix, by the Stein-Rosenberg theorem [12] [63] [64] [33], Jacobi and
Gauss-Seidel iterative methods convergence. In [48], Neumann and Plemmons
proved that if the coefficient matrix is an M-matrix, Gauss-Seidel method
has a favorable rate of convergence compared to that of the Jacobi method.
The convergence properties of Gauss-Seidel method for solving the linear sys-
tems whose coefficient matrix is an M-matrix are proved in [54]. There have
been many studies using Gauss-Seidel method for M-matrices (see [33,18,50]).
Therefore, we propose to use Conjugate Gradient (CG) method as a parallel
iterative linear solver since coefficient matrix of the linear systems is symmet-
ric and the parallel symmetric Gauss-Seidel (GS) method as a preconditioner
to solve the linear systems in step 8 of Algorithm 3. If the coefficient matrix
A is split into

A = L+D + LT (8)

where L and D are lower and diagonal parts of A, respectively, then the sym-
metric Gauss-Seidel preconditioner is given by

M = (D + L)D−1(D + L)T . (9)

Parallel preconditioned CG algorithm requires three main operations that are
performed in parallel in each iteration. These are, sparse matrix vector mul-
tiplications, application of the GS preconditioner on a vector (M−1y) and
computing inner product of two vectors (xT y). Note that applying the precon-
ditioner requires solution of sparse triangular systems of equations in parallel.

Steps 7 and 11 are embarrassingly parallel, requiring no communication.
However, in step 10, computing the difference, pi − pj , requires a collective
communication operation which we implemented using an MPI Allgatherv()
function since each process i initially only has pi. There could be various
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stopping criteria for the algorithm to break the outer while loop iterations.
For instance, one can stop when the change in the conductivity or flux values
between two consecutive iterations is small or simply perform a fixed number
of iterations.

5 Numerical Experiments and Parallel Scalability

5.1 The Dataset

As the basis for comparison, we use 13 graphs that are grouped into two types:
(1) Real-world graphs obtained from the 9th DIMACS Implementation Chal-
lenge [1] and (2) Synthetic graphs. We use several different kinds of synthetic
graphs: R-MAT, Erdos-Renyi, and small-world, generated by ParMAT [36],
erdos.renyi.game function [3] and watts.strogatz.game function [5] of igraph
package in R language, respectively. These different graph sets exhibit different
properties. While Erdos-Renyi graphs violate power laws (degree distribution
of Erdos-Renyi graphs converge to the Poisson distribution), R-MAT model
fits a unimodal and power law graphs [17]. In addition, R-MAT graphs are
large-scale realistic resembling social networks. Strogatz small-world networks
have relatively smaller average shortest path lengths, and clustering property.
On the other hand, real-world graphs have higher diameter and lower degree
than the synthetic graphs.

We have created various size undirected synthetic graphs whose number
of vertices ranges from 1 to 20 millions and the number of edges is between
100 and 200 millions. In R-MAT, the graph is recursively subdivided into
four equal-sized partitions. The distributed edges within these partitions have
the probabilities which are a = 0.4, b = 0.1, c = 0.1, and d = 0.4. The
watts.strogatz.game function also includes some parameters which are rewiring
probability (p = 0.5) and the neighborhood constant (nei = 5). While we use
distances for edge weights in the real-world graphs, we use random weights in
the range (0,1] in synthetic graphs. The properties of the graphs are given in
Table 1.

5.2 Computational Framework

We obtain the numerical results by using the High Performance and Grid Com-
puting Center (TRUBA) of the Scientific and Technological Research Council
of Turkey. TRUBA consists of 152 nodes connected via Mellanox Connect×3
FDR Infiniband. Each node contains 2 × Intel Xeon E5-2690 V4 2.60GHz (28
cores in total) processors and 256GB of memory in total. We have access to
at most 96 cores. The operating system is CentOS 7.3.

In our experiments, we have used ∆-stepping implementation in Parallel
Boost Graph Library (Parallel BGL) [31], version 1.63.0, which is a library that
contains parallel and efficient implementations of graph algorithms for large
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Table 1: Graph Properties

Graph Name Vertices Edges Kind

Erdos1 1M 100M Erdos-Renyi
Erdos2 1M 120M Erdos-Renyi
Erdos3 1M 140M Erdos-Renyi

Rmat1 1M 100M R-MAT
Rmat2 1M 120M R-MAT
Rmat3 1M 140M R-MAT

Smallworld1 10M 100M Small-world
Smallworld2 15M 150M Small-world
Smallworld3 20M 200M Small-world

USA E ∼ 3.5M ∼ 9M Real-world
USA W ∼ 6M ∼ 15M Real-world
USA CTR ∼ 14M ∼ 34M Real-world
USA full ∼ 24M ∼ 58M Real-world

and sparse graphs. Parallel BGL uses the Message Passing Interface (MPI)
library for interprocess communication.

PPA is implemented in C language in parallel. MPI is used for interpro-
cessor communication. To solve the linear systems in parallel (step 8 in Algo-
rithm 3), Portable, Extensible Toolkit for Scientific Computation (PETSc) [4],
version 3.7.5, is used. PETSc, which is developed by Argonne National Labora-
tory, is a widely used state-of-the-art library and provides efficient parallel im-
plementations of many subroutines such as preconditioners and linear solvers
including various Krylov subspace methods. Moreover, PETSc supports a va-
riety of vector and sparse matrix data structures which are suitable for various
solvers, in parallel (MPI-based). The coefficient matrix of the linear systems
(matrix A, step 8 in Algorithm 3) and vector b (right hand side of the linear
system) are stored the MATMPIAIJ storage format required by sparse linear
solvers and preconditioners in PETSc. The other matrices are stored in coor-
dinate format due to the fact that assembly operation is cheaper in coordinate
format. To implement PPA, we use the parallel CG implementation which in-
cludes parallel sparse matrix-vector multiplication, parallel inner products, as
well as the application of the parallel GS preconditioner.

5.3 Parallel Scalability Results

We evaluate our results based on the solution time, parallel scalability as well
as accuracy, and compare to the baseline algorithm namely, ∆-stepping algo-
rithm which is considered to be the best performing variant of the Dijkstra’s
algorithm in Parallel BGL [26,31]. The comparisons are performed by using
several kinds of real-world graphs for road networks of the USA and synthetic
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Table 2: Sequential solution time for both PPA and ∆-stepping in seconds (us-
ing Conjugate Gradient linear solver with Gauss-Seidel preconditioner, outer
iteration number is three) and the total number of inner iterations for PPA

PPA ∆-stepping

Graph Time Inner Iter Time

Erdos1 56.8 6 246.4
Erdos2 69.6 6 299.0
Erdos3 101.8 6 346.7

Rmat1 52.2 6 245.7
Rmat2 65.0 6 294.7
Rmat3 78.3 6 347.8

Smallworld1 60.5 10 287.7
Smallworld2 98.3 12 451.8
Smallworld3 127.3 10 640.8

USA E 4.4 47 25.7
USA W 13.5 92 44.7
USA CTR 19.2 16 102.8
USA full 22.9 16 173.4

graphs. For both PPA and ∆-stepping, we assume the graph is already avail-
able and distributed on the nodes.

PPA requires some parameters. First one is the maximum number of outer
iterations to break out the while loop which we set to be three in our experi-
ments. The iteration number may be increased if more accuracy is desired, but
for dataset we found this to be sufficient. CG method with GS preconditioner
is used to solve the linear systems. In order to terminate the inner iterations
(CG iterations), combination of setting a limit on the maximum number of
iterations and a stopping tolerance are used. In our experiments, the stopping
tolerance, which is the residual norm relative to the norm of the right hand
side, is called as the inner tolerance and is fixed at 10−3. Moreover, the max-
imum number of iterations is set to be 104. On the other hand, the baseline
algorithm, ∆-stepping, uses the parameter ∆ which is set to the maximum
edge weight divided by the maximum degree for the synthetic graphs [45] and
∆ is set to 400 for the real world graphs [26]. We emphasize that the parame-
ters for PPA, namely maximum number of outer iterations and inner stopping
tolerance, are fixed for all problem types which works uniformly well. For ∆-
stepping, however, optimal ∆ parameter not only depends on the graph size
and structure, but also with graph shape, density, and edge weight distribu-
tion [26].

The sequential performances of both PPA and ∆-stepping algorithm are
shown in Table 2. PPA is about 4.5 times faster than ∆-stepping on aver-
age. We believe the sequential performance of PPA is due to the effective
preconditioner for M-matrices which requires at most 12 iterations to con-
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verge for the synthetic graphs and at most 92 iterations for real-world graphs
to reach the desired inner tolerance. PPA requires more inner iterations for
the real-world graphs compared to the synthetic graphs. This is also due to
graph structure and distribution of edge weights. Furthermore, we study the
parallel scalability of PPA and ∆-stepping algorithm by using the synthetic
and the real world graphs which have low and high diameters, respectively.
Figure 1, 2, 3, and 4 illustrate the strong scalability of PPA and ∆-stepping
algorithm with respect to the best sequential algorithm (in all cases this is
the sequential PPA). The synthetic graphs have a relatively more uniform dis-
tribution of workloads shared by processors owing to the nature of random
networks. Therefore, Erdos-Renyi, R-MAT, and small-world graphs in Fig-
ure 1, 2, and 3, respectively, are more scalable than the real world networks
in Figure 4 for both algorithms. PPA achieves a speedup of 30 and 10 for the
synthetic and real world graphs, respectively, using 96 cores on average. On
the other hand, ∆-stepping algorithm achieves a speedup of 7.5 for synthetic
graphs using 96 cores on average and it is not able to achieve any speedup
for real world graphs. We note that for most of the smaller graphs in Table 2,
a shared memory framework would be more efficient [43]. They are included
in the dataset to compare the effectiveness of PPA and ∆-stepping where
both implementations are using message passing and designed for distributed
memory architectures. We also note that the proposed algorithm can also be
implemented using a shared memory framework. We believe that it would be
still competitive with the shared memory counterparts.

Next, we evaluate the results in more detail for each graph. Both Erdos-
Renyi and RMAT graph sets contain three graphs with the same number of
vertices and varying the number of edges. Figure 1 and Figure 2 depict the
effect of the change in the number of edges on the speedup in which the number
of vertices is fixed (see Table 1) for all graphs in the set. When the number of
edges increases, the speedup also increases due to the fact that there is more
work per processsor. The speedups of PPA and ∆-stepping are 30.6 and 8.2 for
Erdos1 as shown in Figure 1a, 33.8 and 8.6 for Erdos2 as shown in Figure 1b,
and 42.9 and 11.6 for Erdos3 as shown in Figure 1c, respectively using 96
cores. Similarly, in Figure 2a, 2b, and 2c, while PPA achieves the speedups of
33.2, 33.2, and 35.2, ∆-stepping achieves 7.7, 8.0, and 8.7, respectively using
96 cores.

Figure 3 shows speedups for small-world graphs where the number of edges
and number of vertices increase proportionally (see Table 1). For Smallworld1,
Smallworld2, and Smallworld3, the speedups of PPA are 21.9, 22.7, and 20.5;
on the other hand, the speedups of ∆-stepping algorithm are 6.3 , 7.3, and 7.3
as shown in Figure 3a, 3b, and 3c, respectively using 96 cores.

In Figure 4, speedups for the real world graphs are given. PPA achieves a
speedup of 12.4 for USA E, 13.2 for USA W, 13.1 for USA CTR, and 10.6 for
USA full as shown in Figure 4a, 4b, 4c, and 4d, respectively using 96 cores. On
the other hand, ∆-stepping does not actually give any speedup for all three
problems. The main reason for the poor scalability of ∆-stepping for the real
world graphs is due to both the structure and the edge weight distribution



14 Hilal Arslan, Murat Manguoglu

1 10 100

1

10

100

30.626.7
17.8

10.6

6.2

3.3

1.0

8.2

4.7

2.6

1.4
1.1

0.6

0.2

# of cores

sp
ee

d
u

p

Ideal

PPA

∆-stepping

(a) Erdos1

1 10 100

1

10

100

33.8
23.6

18.1

10.7

6.2

3.3

1.0

8.6

4.7

2.7

1.5
1.1

0.6

0.2

# of cores

sp
ee

d
u

p

Ideal

PPA

∆-stepping

(b) Erdos2

1 10 100

1

10

100

42.9
34.4

16.9

9.9

5.6

3.4

1.0

11.6

6.4

3.6

2.0
1.5

0.8

0.3

# of cores

sp
ee

d
u

p

Ideal

PPA

∆-stepping

(c) Erdos3

Fig. 1: Speedup of Erdos-Renyi graphs
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Fig. 2: Speedup of RMAT graphs
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Fig. 3: Speedup of small-world graphs

1 10 100

0.01

0.1

1

10

100

12.4
9.3

5.6
3.0

2.0
1.4

1.0

0.01
0.02

0.03
0.050.050.06

0.17

# of cores

sp
ee

d
u

p

Ideal

PPA

∆-stepping

(a) USA E

1 10 100
0.01

0.1

1

10

100

13.2
9.9

5.2
3.0

2.1
1.6

1.0

0.02
0.03

0.04
0.060.08

0.10

0.30

# of cores

sp
ee

d
u

p

Ideal

PPA

∆-stepping

(b) USA W

1 10 100

0.01

0.1

1

10

100

13.111.1
7.8

4.9
3.4

2.2

1.0

0.010.02

0.03
0.06

0.090.12
0.19

# of cores

sp
ee

d
u

p

Ideal

PPA

∆-stepping

(c) USA CTR

1 10 100

0.01

0.1

1

10

100

10.69.8
7.56.1

4.4

2.2

1.0

0.010.02

0.03
0.04

0.06
0.09

0.13

# of cores

sp
ee

d
u

p

Ideal

PPA

∆-stepping

(d) USA full

Fig. 4: Speedup of real-world graphs
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Fig. 5: Relative error of the computed shortest path distances for PPA
(E1: Erdos1, E2: Erdos2, E3: Erdos3, R1: Rmat1, R2: Rmat2, R3: Rmat3, S1:
Smallworld1, S2: Smallworld2, S3: Smallworld2, E: USA E, W: USA W, C:
USA CTR, full: USA full)

of the graphs. In such graphs, sparse regions contain heavy weights, which
lead to removal of insufficient number of vertices and hence leading to a load
imbalance using ∆-stepping [26]. On the other hand, PPA shows a relatively
better speedup than ∆-stepping for real-world networks. This underlines the
effectiveness of the proposed method dealing with challenging real life problems
requiring long time to obtain the solution using classical algorithms.

Finally, we evaluate the results in terms of accuracy. Note that PPA con-
verges to the exact shortest path provided that the number of outer itera-
tions and the accuracy of the linear system solution are set carefully. Figure 5
presents the relative error for the computed shortest path length. PPA and ∆-
stepping algorithm compute the same shortest path for almost all test graphs,
except for Erdos1, Rmat1, Rmat3, and Smallworld3, which are still accurate.
When the number of while loop increases and the linear systems are exactly
solved, PPA is expected to converge the optimal path. Next, we discuss the
relationship between the number of while loop iterations and the accuracy.

5.4 The effect of the number of iterations in the accuracy

Becchetti et al. [9] showed a theoretical bound on the number of while loop
iterations in which Physarum algorithm approximates the optimal path. How-
ever, there have not been any studies on the practicality of application. To
elaborate on that, we have performed experiments on a small problem to be
able to use a direct solver. Since the graph is small, it is not feasible to use a
parallel computing platform. Hence, the following experiments are performed
sequentially in Matlab. In these experiments, we generate a graph whose num-
ber of vertices is 1,000 and the number of edges is 200,000 by using Erdos-
Rengi graph model. We note that edge weights are randomly set in the range
of (0,1]. We fixed the source node as the first node and the destination nodes
are chosen randomly, which is repeated 40 times. Thus, 40 different trials are
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Fig. 6: The effect of the number of while loop iterations to the relative error

evaluated. The number of while loop iterations are set to be 3, 7, 9, and 10
and linear systems are solved exactly via the direct sparse solver in Matlab.
Figure 6 illustrates the effect of the number of while loop iterations in the
relative error. In Figure 6a, the number of while loop iterations is 3 and only
five out of 40 instances do not converge to the optimal path. When the num-
ber of while loop iterations is 7 and 9, only in four and two instances, PPA
does not compute the exact path, respectively, even though they can be still
considered as good approximations to the optimal path as shown in Figure 6b
and Figure 6c, respectively. As the number of while loop iterations increases,
the relative error decreases and with enough iterations (in this example, it is
10 shown in Figure 6d), the exact shortest path is found in all instances.
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6 Conclusions

A fast and efficient parallel algorithm (PPA) based on Physarum Solver is
presented. Experimental results are performed on synthetic and real-world
graphs with a variety of sizes as well as properties, and compared to the base-
line algorithm namely, ∆-stepping which is the best performing variant of the
Dijkstra’s algorithm in Parallel BGL. Experimental results show that for the
synthetic graphs which have high vertex degrees and small diameters, PPA
allows high parallelism since they have relatively more uniform distribution of
workloads shared by processors and the speedup of PPA is close to linear. On
the other hand, the graphs that have lower vertex degrees and higher diam-
eters like real-world graphs, are largely unbalanced graphs due to the power
law degree distribution, which affects the degree of parallelism negatively. For
such complex graphs, PPA achieves a speedup up to 13, which is still accept-
able considering ∆-stepping does not show any speedup. We believe the main
reason for the performance advantage of PPA is due to the fact that it uses
array based data structures and operations which are better optimized for the
current architectures with multiple levels of cache hierarchies while ∆-stepping
does not. For a more detailed discussion on the advantages of matrix based
graph algorithms, we refer the reader to [35]. Another reason for the better
performance of PPA is partly due to the fact that it is an approximation, to-
gether with an effective parallel preconditioner for symmetric M-matrix which
reduces the required number of iterations significantly.
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