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Abstract In its most widespread imaging and vision
applications, Ambrosio and Tortorelli (AT) phase field
is a technical device for applying gradient descent to
Mumford and Shah simultaneous segmentation and res-
toration functional or its extensions. As such, it forms
a diffuse alternative to sharp interfaces or level sets
and parametric techniques. The functionality of the AT
field, however, is not limited to segmentation and res-
toration applications. We demonstrate the possibility
of coding parts – features that are higher level than
edges and boundaries – after incorporating higher level
influences via distances and averages. The iteratively
extracted parts using the level curves with double point
singularities are organized as a proper binary tree. In-
consistencies due to non-generic configurations for level
curves as well as due to visual changes such as occlu-
sion are successfully handled once the tree is endowed
with a probabilistic structure. As a proof of concept,
we present 1) the most probable configurations from
our randomized trees; and 2) correspondence matching
results between illustrative shape pairs.

The work is a significant step towards establishing
exponentially decaying diffuse distance fields as bridges
between low level visual processing and shape compu-
tations.

Keywords bridging low level and high level vision ·

shape computation · screened Poisson PDE · implicit
representations · linear model for reaction-diffusion

Preliminary conference version introducing randomized part
hierarchy tree has appeared in SSVM 2011. The non-local
field has first presented in [48]
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1 Introduction

The phase field of Ambrosio and Tortorelli [1] serving as
a continuous indicator for the boundary/non-boundary
state at every image point has proven to be a power-
ful tool in variational image and shape analysis, where
formulations typically involve both region and boun-
dary terms. Some examples are [8, 16, 18, 24, 34, 38].
In computer vision, Ambrosio and Tortorelli (AT) field
has first appeared in [43] merely as a technical device
to apply gradient descent to the well-known segmenta-
tion energy of Mumford and Shah [32]. Over the years,
however, it has been extended in numerous ways to ad-
dress a rich variety of visual applications. Earlier works
include Shah et al [46], Pien et al [37], Proesman et al
[39], March and Dozio [29], Teboul et al [53]. During the
last couple of years, we have witnessed an increasing
number of promising works modifying or extending AT
based models, including stochastic extension [34, 33]
and incorporation of contextual feedback [18, 19].

In a nutshell, the AT phase field is a minimizer of
an energy composed of two competing terms. One term
favors configurations that take values close to either 0
or 1 (separation into boundary/non-boundary phases)
and the other term encourages local interaction in the
domain by penalizing spatial inhomogeneity. The AT
field is given by

argmin
vρ

��

Ω

�
1

ρ
(vρ(x)− 1)2
� �� �

boundary/interior
separation

+ρ |∇vρ(x)|
2

� �� �
local

interaction

�
dx dy

with vρ(x) = 0 for x = (x, y) ∈ ∂Ω (1)

Here, Ω ⊂ R2 is an open set denoting a shape and ∂Ω

is its boundary; vρ is the field defined over the com-
pact set Ω ∪ ∂Ω and parametrized by ρ controlling the
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relative influences of the two terms. (Take a note for
later reference that the constant 1 is to be interpreted
as the restriction of the characteristic function χΩ to
the interior.)

As the parameter ρ tends to 0, the separation term
is strongly emphasized; consequently, the field tends to
the characteristic function 1−χ∂Ω of the boundary set
∂Ω and the energy to twice the boundary length, fol-
lowing the Γ convergence framework [10]. This feature
of the AT field makes it convenient to integrate region
and boundary terms in image segmentation formula-
tions, when the main task is to detect shapes of objects
and separate them from the background. For example,
the energy,

E(u, v) =

�

R

�
β(u(x)− g(x))2 + α(v2|∇u(x)|2)

+
1

2

�
ρ|∇vρ(x)|

2 +
(1− vρ(x))2

ρ

��
dx dy (2)

serves as a basic model for simultaneous edge preserv-
ing smoothing and segmentation, where R ⊂ R2 is con-
nected, bounded, open subset denoting the image do-
main, g is an image defined on R, u is the smoothed im-
age, and α and β are scale space parameters determin-
ing contrast and blurring. As the interaction paramater
ρ tends to 0, the energy in (2) tends to the Mumford-
Shah energy:

EMS(u,Γ ) =

�

R
β(u(x)− g(x))2 dx dy

+

�

R\Γ
α|∇u(x)|2 dx dy +H

1(Γ ) (3)

where Γ ⊂ R is the edge set segmenting R and H1(.) is
the one dimensional Hausdorff measure.

In its most widespread imaging and vision appli-
cations, the AT field is a technical device to approxi-
mate Mumford-Shah or its variants. As such, it forms
a diffuse alternative to sharp interfaces or level sets
[13] and parametric techniques [14]. The functionality
of the AT field, however, is not limited to segmenta-
tion/restoration applications. Indeed, the minimizer of
(1) is the solution of
�
�−

1

ρ2

�
vρ(x) = −

1

ρ2
(4)

subject to homogeneous Dirichlet condition on the boun-
dary ∂Ω. The above Partial Differential Equation (PDE)
is called screened or damped Poisson, and its solution
may be interpreted as a diffuse distance transform [52].
Note that

1− vρ(x) ≈ e
− d(x)

ρ

That is, vρ is a monotone function of the distance to the
boundary, approximately exponential. Its diffuse char-
acter is better reflected in the following relation (which
holds based on [32, Appendix]):

1− vρ(x) = −ρ

�
1 +

ρκ(x)

2

�
∂v

∂n
(x) +O(ρ3) (5)

where κ(x) is the curvature of the level curve of vρ

passing through the point x and n is the direction of
the normal. In Fig.1, the level curves of the field v for
a cat shape is shown. This reciprocality between the
gradient of the field and the level curve curvature has
been exploited in extending the ability of the field in
coding medial axis, a feature that is at a higher level
than an edge or a shape boundary in Tari and Shah
[51], Tari, Shah, and Pien [52]. A parameterless form of
(4) has been independently proposed by Gorelick et al
[22] as a random walk distance, and successfully used
for representing silhouettes.

Fig. 1 The level curves of vρ for a cat, based on [52]. In the
left column, ρ is on the order of the pixel size whereas in the
right column on the order of the shape width. As ρ increases
the level curves gets smoother. Observe that the level curves
of the field mimic the evolution of the shape boundary with a
speed proportional to the level curve curvature. Even though
the PDE (4) is linear, the behavior of the level curves of
its solution is governed by a non-linear equation, reaction-
diffusion [52].

One motivation for the work in [52] may be related
to a neurophysiological observation by Lee [28, 27] that
the cells of the primary visual cortex V 1 respond in dif-
ferent ways in different time intervals after visual stimu-
lus. In line with a more traditional view, early responses
of cells exhibit local edge detector characteristics, i.e.,
they are sensitive to the physical discontinuities in a
visual input. At later stages, however, these early local
responses evolve to reflect higher order shape features.
Specifically, indications of shape computation are found
in the primary visual cortex: for certain stimuli, cells
become active along medial locations of an object.

In the long run, AT-like implicit intermediate level
representations may serve as a basis to computationally
understand this neurophysiological observation. They
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may provide a bridge between the high level process of
shape abstraction and low level processes of smoothing
and edge detection. It is therefore not surprising that
equivalent fields have been independently re-invented
over the last decade. Most recently, Zucker [15, 56] pro-
moted the same PDE with a scaled right hand side for
intermediate level vision based on biological motives.
Notice that scaling the right hand side merely scales
the solution, but does not change the geometry of the
level curves. After scaling the right hand side by ρ2,
one may even explore letting the interaction parameter
ρ tend to ∞ [3] to obtain a parameterless form. This
yields, as in Gorelick et al [22], the Poisson PDE:

�vρ(x) = −1 (6)

subject to homogeneous Dirichlet condition.

Our contribution Going beyond the basic AT field
and its adaptation in [52], we further the ability of
the AT field in coding features that are higher level
than edges and boundaries. Our basic tool is a new
field which can be cast as a minimizer of the AT en-
ergy augmented with a non-local term. This non-local
term is the squared average of the field. Thus, it forces
the new minimizer to acquire both positive and nega-
tive values. Interestingly, positive and negative values
cluster in a way that makes parts emerge. A preview is
provided in Fig. 2. For ease of color visualization, abso-
lute value of the field is used. Compare the level curves
in Fig. 2 to those of the AT field and observe how parts
emerge without requiring any features to be explicitly
estimated.

After discussing the formulation of the new field, we
propose a new data structure which we call Random-

ized Hierarchy Tree. It fully exploits the geometry and
topology of the level curves of the new field in a ro-
bust manner. The Randomized Part Hierarchy Tree is
a part hierarchy tree, say, a Region Adjacency Graph
for the level curves of the new field passing through sad-
dle points, but endowed with a probabilistic structure
to achieve robustness. The family of level curves of the
field can be easily given a tree structure since they are
ordered by inclusion relation.

The Randomized Part Hierarchy Tree is a rich struc-
ture, and a natural question is which sample from a
randomized tree is the best one. Samples with high
probabilities may be ideal choices in the absence of any
other bias. But, of course, the choice of the best sam-
ple depends on the task. Thus, as a proof of concept,
we present not only the most probable trees for a given
shape but also pairs of trees that yield the best corre-
spondence matching results between illustrative pairs of
shapes. We employ the pairwise matching as a sample

Fig. 2 The new field. Observe how parts emerge, without
requiring any features to be explicitly estimated. The upper
row depicts level curves for the cat and a hand shape. Com-
pare them to those of the AT field in Fig. 1. For ease of color
visualization, absolute value of the field is used. The new field
attains zero (dark blue color) not only on the boundary but
also in the interior. The zero locus in the interior separates
the shape into two regions: the peripheral and the central.
Inside both regions, the level curves are analogous to those of
the AT field. The bottom rows depict the absolute values of
the field for a variety of shapes including the cat.

task to guide task dependent choice of a sample from
a randomized tree. Our experiments with illustrative
shape pairs demonstrate the potential of the new rep-
resentation for shape matching. Shape retrieval, how-
ever, is out of the scope of this paper. It is an active
and growing field with many interesting works, includ-
ing Kontschieder et al [26], Rosman et al [42], Bai et al
[5], Yang et al [54]. Ultimate success in shape retrieval,
especially from large data sets, is to a large extent de-
termined by the choice of clever clustering schemes as
well as optimum feature weight selection; we address
neither. Our focus is the exploration of the AT-field as
a means for shape computation; it is more of a step
toward establishing AT-like implicit diffuse representa-
tions as bridges between low level and high level vision,
combining shape abstraction with image processing, in
the spirits of both the Mumford and Shah [32] and Tari,
Shah, and Pien [52].
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More on related work Hierarchical subdivision of a
domain using the level curves of functions defined on
the domain is a well rooted and widely applied prac-
tice in image and shape analysis, e.g., Ballester et al
[7], Reuter [40], Meyer [30], Bajaj et al [6]. The con-
cept goes back to Morse [31]. Hierarchical representa-
tion of the functions are achieved by the persistence
pairs of the Morse-Smale graph (See [9, 17]). Here, the
choice of domain function makes a difference. For exam-
ple, Reuter [40] uses the eigenfunctions of the Laplace-
Beltrami operator. Partitioning is achieved via level sets
passing through important saddles of the eigenfunc-
tions. Concepts from persistence theory [9, 17] are em-
ployed for simplification. Our approach is quite different
from persistence graph based ones. Firstly, in our case,
the new field does most of the trick. Secondly, instead
of forming a persistence graph, we form a soft saliency
measure for each partition based on the closeness of two
consecutive saddles ordered by inclusion. Thirdly, this
saliency measure is merely used for assigning probabil-
ities; the partition trees are not simplified. Randomiza-
tion achieves robustness not by simplification based on
persistence but by retaining multiple possibilities. Sta-
bilization based on retaining multiple possibilities is a
very useful idea which had also used in other contexts,
e.g., [12] and [55].

The Euler-Lagrange equation for the AT energy, (4),
suggests an alternative interpretation of the AT field:
The AT field is the projection of the shape indicator
function (i.e., the constant function in the right hand
side) to the eigen space of the Dirichlet � −

1
ρ2 , or �

in the parameterless case. This observation, by itself,
may seem insignificant. However, it does say that the
AT field is a summary representation of the Dirichlet
Laplace spectrum. As such, it has a connection to a re-
cent popular shape representation scheme called Heat
Kernel Signature (HKS) [47] or Auto Diffusion Func-
tion (ADF) [20]. Both the AT field and HKS/ADF are
scalar valued functions defined over a set representing
the shape. Whereas for HKS/ADF this set is a manifold
representing the boundary of the shape, it is the shape
interior for the AT field. Relatedly, Aubry, Schlickewei,
and Cremers [4] classifies Tari and Shah [51] and Gore-
lick et al [22] as precursors of the use of the Dirichlet
Laplace operator, in the Euclidean setting.

Following Buades et al [11], non-local terms widely
appear in recent variational formulations, e.g., Gilboa
et al [21], Peng et al [36], Jin et al [23], Jung and Vese
[24], Jung et al [25]. Typically, local image derivatives
are replaced by non-local ones to model self-similarity
based denoising. UCLA group also proposed non-local
versions of the Ambrosio-Tortorelli approximations of
Mumford-Shah [32] and Shah [44] functionals (Jung

and Vese [24], Jung et al [25]). Our non-local modifi-
cation is quite different than these works. Instead of
modifying image derivatives, we modify the phase field
itself. This is achieved by adding the integral over the
shape domain of squared average of the phase field to
the phase field energy. This average term should not
be confused with the stochastic extension in Patz et al
[34]. They retain the Mumford-Shah functional as it is
but replace the images with their expectations in order
to cope with uncertainty. On the other hand we add an
additional term which pushes the phase field towards a
zero mean.

Our preliminary work on Randomized Part Hier-
archy Tree has been presented in [50], and an earlier
construction of the field from a discrete perspective
along with preliminary single layer decompositions in
[48, 49]. We generalize our constructions to cases where
the shape boundary is not given in closed binary form
with the help of Rosin and West Transform [41].

2 The Non-local Energy and Its Minimizer

Let us consider

argmin
ω

��

Ω

�
ρ

�
|∇ω(x)|2 + (Avg (ω(x)))2

�

+
1

ρ
(ω(x)− f(x))2

�
dx dy (7)

with ω(x) = 0 for x = (x, y) ∈ ∂Ω

Here, f(x) is a monotone function of the distance to
∂Ω, e.g., the usual distance transform, and Avg (ω(x))
is the average of ω given by

1

|Ω|

��
ω(x) dx dy.

Following the same rationale in [52, 45, 2, 3], the inter-
action parameter ρ will be chosen large enough (more
on this later). Hence, ω will not be parameterized by
ρ. Notice that the new energy (7) which is composed of
three terms is obtained by modifying the AT energy in
two aspects. First, the interaction term of (1) is addi-
tively augmented with a quadratic cost: (Avg (ω(x)))2.
This non-local cost pushes the minimizer towards ac-
quiring a low average – the average being computed
over the entire domain Ω. Second, the constant 1 inter-
preted as the restriction of the domain indicator func-
tion χΩ(x) to the interior is replaced by a weighted do-
main indicator f(x) which is an increasing function of
the shortest distance to the boundary, e.g., the distance
transform. This pushes the minimizer towards acquir-
ing larger values in central locations as compared to
peripheral ones.
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At a first glance,
��

Ω(Avg (ω(x)))
2 dxdy seems to

favor spatial homogeneity. Obviously, its minimizer sub-
ject to homogenous Dirichlet boundary condition is the
flat function ω = 0. But this term is also minimized by
an oscillating function of which positive and negative
values add up to zero. In this respect, it is a separation
term. For the new term to act as a separation term,
however, an external inhomogeneity is required. When
a term is added to favor sign changes, the smoothness
term |∇.|2 forces the locations of identical sign form
spatial proximity groups to prevent wild oscillations.

Now the issue is how to influence ω in order to make
emerging spatial proximity groups perceptually mean-
ingful. Indeed, the purpose of the second modification,
i.e., replacing the domain indicator function χΩ(x) with
a weighted one, is to influence spatial grouping of loca-
tions of equal sign in a particular way that sign changes
separate gross structures from boundary details. The
upper zero level set Ω+ =

�
(x, y) ∈ Ω

�� ω(x, y) > 0
�

covers central structure while on the contrary the lower
zero level set Ω− =

�
(x, y) ∈ Ω

�� ω(x, y) < 0
�

covers
the peripheral one, including limbs, protrusions, boun-
dary texture and noise.

Some comments on the term (ω(x)− f(x))2: Just
like (v(x)− χΩ(x))

2, it is a phase separation term. The
imposed phases, however, are the level curves of the
distance transform. Ignoring the non-local term of the
energy, the minimizer of the remaining two terms,

argmin
ω

��

Ω
|∇ω(x)|2 + (ω(x)− f(x))2,

is geometrically equivalent to the AT field. This is be-
cause the level curves of the AT function in (1) are
equivalent to the level curves of a smooth distance trans-
form [52]. Thus, replacing the domain indicator func-
tion with a weighted one merely scales ω without qual-
itatively affecting the geometry of its level curves. The
choice of the weighted indicator function is critical: It
implicitly codes medialness. When all the three terms
are considered together, the minimizer tends to have
positive values at central locations and negative values
at peripheral locations because the penalty incurred
by assigning negative values to central locations with
higher positive f values is higher than the penalty in-
curred by assigning negative values to locations with
lower f values.

Similar to the AT function, the new minimizer is a
compromise between inhomogeneity and homogeneity.
The inhomogeneity is forced not only externally (by f)
but also internally (by the non-local term).

A side comment is that an alternative strategy could
have been to make the original phase separation term
space variant by multiplying it with a medialness de-

pendent coefficient. We prefer using a weighted indi-
cator: In our framework, ω is the best approximation
of an externally provided function subject to internal
regularities imposed by the remaining two terms.

The parameter ρ should be chosen large enough
so that the attachment to the external inhomogeneity
should not dominate over the tendency to interact. In-
deed, in the absence of the third term, a good prac-
tice is to chose ρ at least on the order of the maximum
thickness for the diffusive effect of |∇.|2 to influence the
entire shape; see [52, Fig. 1]. The same argument holds
here, too; since the effect of the third term is to partition
Ω into subdomains within which ω is morphologically
similar to the AT function. Additionally, notice that the
expression responsible for sign change,

��
ω(x) dx dy,

has already been normalized by 1
|Ω| . Hence, ρ should

be larger than
�
|Ω|.

In Fig. 3, an illustration for a 1-D case is given: ω
is plotted for four different values of ρ ranging between�
|Ω| and 0.5 ∗ |Ω|. The locations of the extrema and

the zero crossings remain the same unless ρ is signifi-
cantly smaller than

�
|Ω|. Naturally, ω gets flatter as ρ

increases, but the flattening can be avoided by scaling
either f or ω.

Fig. 3 ω for an interval; ρ varying from
�

|Ω| to 0.5 ∗ |Ω|.

Similarly in 2-D, the geometry of the level curves
is robust as long as ρ is chosen suitably large. Some
illustrations have already been depicted in Fig. 2. For
each shape, zero level curves separate central and pe-
ripheral structures in the form of upper and lower zero
level sets: Ω+ and Ω−.

Ω−, the peripheral structure, includes all the de-
tail: limbs, protrusions, and boundary texture or noise.
In contrast, Ω+, the central structure, is a very coarse
blob-like form. It can even be thought as an interval
estimate of the center whereas the centroid is the point
estimate. Most commonly, Ω+ is a simply connected
set. Of course, it may also be either disconnected or
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multiply connected. For instance, it is disconnected for
a dumbbell-like shape (two blobs of comparable radii
combined through a thin neck), and multiply connected
for an annulus formed by two concentric circles. Indeed,
the annulus gets split into three concentric rings where
the middle ring is the Ω+. For many shapes, however,
Ω+ is a simply connected set:

Firstly, shapes obtained by protruding a blob as well
as shapes whose peripheral parts are smaller or thinner
than their main parts always have a simply connected
Ω+. This is because when the width of a part is small,
the highest value of f inside the part is small. Thus,
local contribution to (ω − f)2 incurring due to negative
values is less significant for such a part as compared to
locations with higher positive values of f . As a result,
ω tends to attain negative values on narrow or small
parts as well as on protrusions. Shapes with holes also
may have a simply connected Ω+ – as long as the holes
are far from the center.

Secondly, even a dumbbell-like shape may have a
simply connected Ω+. This happens if the joining area,
namely the neck, is wide enough. Nevertheless, this does
not cause any representational instability: Whereas the
Ω+ for a blob-like shape has a unique maximum lo-
cated roughly at its centroid, theΩ+ for a dumbbell-like
shape has two local maxima indicating two bodies. Each
body is captured by a connected component of an upper
level set whose bounding curve passes through a saddle
point. At a saddle point p, such that ω(p) = s, the s−

level curve has a double point singularity, i.e. it forms a
cross. Hence, the upper level set Ωs =

�
(x, y) ∈ Ω+

��
ω(x, y) > s} yields two disjoint connected components
capturing the two parts of the central structure.

In contrast to Ω+, the peripheral structure Ω− is
never simply connected. Indeed, its hole(s) are carved
by Ω+. It is also possible that Ω− is disconnected. For
instance, for an annulus, it is two concentric rings. Ad-
ditionally, Ω− may be disconnected when there are sev-
eral elongated limbs organized around a rather small
central body, e.g., a palm tree. Ω+, being small, is tol-
erated to grow and reach to the most concave parts of
the shape boundary creating a split of Ω− by the zero-
level curve. Similar to those in Ω+, the level curves
in Ω− that are passing through saddle points provide
further partitioning. The partitions are in the form of
lower level sets Ωs =

�
(x, y) ∈ Ω−

�� ω(x, y) < s
�
.

To sum up, within both Ω+ and Ω−, nested open
sets (upper level sets inside Ω+ and lower level sets
inside Ω−) characterize the domain. The level curves
bounding the level sets are either closed curves or closed
curves with crossing points. The ones with crossing
points are of particular interest because the respective
level sets are partitioned at those points into two dis-

tinct connected components. A crossing of a level curve
occurs at a saddle point of ω. Of course, each lower level
set may contain other saddle points. Consequently, the
partitioning is binary and iterative and determined by
the order of saddle points.

It is not generically possible that a level curve has
singular points of higher order because such singular
points are unstable and may be removed by a slight
change in ω. It is also highly unlikely that a connected
component of an s−level curve has two distinct crossing
points. This issue is tackled in §3.1 via randomization.

If the input is not a silhouette Even though the
construction of the ω field has been motivated for boun-
ded connected open sets, it can be generalized to a
wider class of input images. In order not to interrupt
the flow, we postpone this topic to § 5 where we will dis-
cuss the computation of the field for three illustrative
images shown in Fig. 4.

If the input is in higher dimensions There is noth-
ing that prevents the generalization of the field con-
struction (i.e. the proposed non-local modification) to
arbitrary dimensions. Of course, different types of sad-
dle points will appear. Again, in order not to interrupt
the flow, we postpone this issue till Appendix where we
provide the details of saddle point detection.

Minimizing the new energy To find the minimizer
of (7), let us consider the Gâteaux variation

δE(ω, ν) := lim
�→0

E(ω + �ν)− E(ω)

�
=

∂

∂�
E(ω + �ν)

����
�=0

for all test functions ν properly prescribed on the boun-
dary. Setting δE(ω, ν) = 0 yields

��

Ω

�
1

ρ2

�
ω − f

�
−�ω

�
ν + Avg

�
ω
�
Avg

�
ν
�
= 0 (8)

where

Avg
�
g
�
=

1

|Ω|

��

Ω

g dx dy.

The condition is not intrinsic, but satisfied for all test
functions if both of the following holds:

1

|Ω|

��

Ω

ω(x, y) dx dy = 0 (9a)

−�ω(x, y) +
1

ρ2
ω(x, y)−

1

ρ2
f(x, y) = 0 (9b)
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Fig. 4 The shape may not be given in the form of bounded connected open domain. Computing ω from these images will be
discussed in § 5.

Fig. 5 An initial part hierarchy tree (leftmost) and its possible re-organizations. A random sample from the given hierarchy
tree should be in one of the four forms. See the text.

3 Randomized Part Hierarchy Tree

Since the partitioning of either of the two structures
(Ω+ and Ω−) is iterative and binary, the parts can be
organized in the form of a proper binary tree start-
ing from the second level. Let the root node hold the
shape, and its children (i.e., the upper and lower zero
level sets of ω) hold disjoint regions capturing either
a central or a peripheral structure. Suppose that the
central and peripheral structures are composed of Nc

and Np disjoint sets respectively. We can enumerate the
nodes holding these sets as 11, 12, · · · , 1Nc for the Ω+,
and as 21, 22, · · · , 2Np for the Ω−. This is the second
level of the tree and the first level of our partitioning.
Even though the root may have more than two chil-
dren, each subtree starting from its children is a proper
binary tree. This is because any split inside an Ω+ or
an Ω− occurs at saddle points. Each connected compo-
nent of the second level as well as its children either gets
split into two level sets or remains as it is. We call this
hierarchical organization as initial part hierarchy tree.
It is analogous to Region Adjacency Graph for a binary
image, a common data structure in image processing.
A hypothetical initial part hierarchy tree is illustrated
in the leftmost column of Fig. 5. In a real example, the
nodes hold application dependently selected properties
of the respective level sets.

Binary splits according to saddle points ultimately
produce a collection of leaf parts (parts stored at leaf
nodes) covering the shape. These leaf parts are con-
siderably robust with respect to visual transformations

and within category variations. The hierarchical order
and granularity of parts, however, are typically not.
For instance, a weak saddle is easily removed when
the shape is slightly smoothed. Likewise, certain non-
generic configurations such as level curves with spa-
tially distinct saddle point or triple point singularities
can not occur. Indeed, such configurations are easily
replaced by one of the corresponding generic configu-
rations. These generic configurations may differ from
shape to shape within a category. Furthermore, when
a shape is occluded by another shape, new spurious
peripheral parts due to occluder cause a shift in the
hierarchical positions of some parts. Thus, on the one
hand, all these make the part hierarchy tree an unstable
representation.

On the other hand, the leaf nodes alone are not
completely free from unintuitive over and under parti-
tioning. See Fig. 6, the head of the second cat and the
front legs of the first horse. These kind of instabilities
due to initial partitioning can only be handled if the
leaf parts are considered within the entire context of a
part hierarchy tree.

The good thing is that the relative values of ω at
two saddle points prompting any two consecutive splits
are very stable indicators of the hierarchical structure.
Therefore, we use the difference between the values
of two successive saddle points as a measure of the
saliency of the partitioning prompted by the latter sad-
dle point. Our saliency criterion requires two consecu-
tive saddle points (note that converting a single saddle
point value to a tree depth by discretization would bring
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Fig. 6 Part structure at leaf level. For each shape, the cen-
tral structure is shown in whitish gray. To a large extent, leaf
nodes are consistent with respect to visual transformations
and inter-category variations, but not completely free from
un-intuitive over and under partitioning (the head of the sec-
ond cat and the front legs of the first horse). These kind of
instabilities due to initial partitioning are to be handled by
considering the leaf parts within the entire context of a part
hierarchy tree.

back the previous robustness issue). For normalization,
the saliency measure is to be converted to a probability
measure for the respective node. Considering the proba-
bility measures for all the nodes, the initial part hierar-
chy tree can be endowed with a probabilistic structure
from which possible re-organizations of the initial hi-
erarchy tree are to be sampled. We call this new data
structure as Randomized Part Hierarchy Tree. In con-
trast to an initial part hierarchy tree, a random sample
from a randomized part hierarchy tree is not necessar-
ily a proper binary tree. Below, we give the details of
our randomization procedure.

3.1 Randomization

The randomization starts from level 3 nodes and prop-
agates through their children. Recall that this is the
first level of nodes that are created by a saddle point.
For each pair of siblings, there are two possible events:
The pair of siblings either maintains their depth (no
change in the local tree structure) or assumes the depth
of their parent (change in the local tree structure). In
the latter case, the sibling nodes replace the parent,
each becoming a child of the grandparent. The prob-
abilities of the two events are derived from a quantity
that we denote by �ω. It is a property of a split; that
is, �ω values of any two siblings are equal. We define
�ω as the difference between the saddle point values of
a node and its parent, normalized by the saddle point
value of the node. Because the magnitude of the saddle
point value of a node is always greater than that of its

parent, 0 < �ω ≤ 1. The equality is attained at the
third level.

A small value of �ω implies that the consecutive
saddle points are closer in value. Therefore, a slight
change in their values may change their order hence
the local tree structure. In contrast, a large value of
�ω implies that the consecutive saddle points are well
separated. Therefore, the local structure is stable. We
require that the probability p that a local structure
change is necessary approaches 1 as �ω approaches to
the smallest possible value which is 0. Equivalently, p
should approach 0 as �ω approaches to its largest pos-
sible value. The function e−c�ω is a good candidate for
estimating p. We have set c = 4, so the probability of
re-organization when �ω is the largest is less than 2%,
since e−4 = 0.018

Let us consider the hypothetical initial part hierar-
chy tree previously shown in Fig. 5 (left). Assume that
�ω = 0.301 for nodes 211 and 212. With probability
(1− p) = 0.7, the local structure is preserved, whereas
with probability p = 0.3 nodes 211 and 212 replace
their parent and become children of their grandparent,
the root. Assume that �ω = 0.128 for 2111 and 2112.
Then with probability (1− q) = 0.4, the local structure
is preserved, whereas with probability q = 0.6 nodes
2111 and 2112 replace their parent and become children
of their grandparent; the grandparent is either node 21
with (1−p) = 0.7 or the root with p = 0.3. Thus, there
are four possible organizations, as shown in Fig. 5: with
probability (1− p)(1− q) = 0.28, the entire structure is
preserved; the organization takes the form of the first
(the leftmost) tree; with probability (1 − p)q = 0.42,
the organization takes the form of the second tree; with
probability p(1 − q) = 0.12, the organization takes the
form of the third tree; with probability pq = 0.18, the
organization takes the form of the fourth (the right-
most) tree.

Depending on the application, various properties re-
lated to seed parts, i.e., the level sets passing through
saddle points, may be extracted. For instance, for each
seed part, we extract a region enclosing it. Since bound-
aries of level sets serving as a seed part pass through
saddle points, an enclosing region is easily obtained as a
morphologic watershed zone, whose seed is the respec-
tive level set. From now on, we refer to level sets as
seed parts, and to watershed regions as enclosing parts
or simply parts. Both to keep illustrations simple and
resource requirements low, we require that each enclos-
ing part to neighbor the central structure, and both
seed parts and enclosing parts to have a certain size.
Implementation-wise, splits are performed only through
the saddle points that reside on the boundaries of the
watershed zones that are touching to the closures of
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central structures, and any split producing a seed part
that is less than 0.05% of the shape or an enclosing part
that is less than 0.5% of the shape is ignored.

In the next two figures, a realization using the chee-
tah is illustrated. The first illustration, Fig. 7, is the
initial part hierarchy tree, where each node depicts the
restriction of the cheetah image to a respective enclos-
ing part. As there are four parent nodes other than the
root, there are total 24 = 16 possible re-organizations.
Four of them are depicted in Fig. 8. Observe that the
third re-organization coincides with the initial part hi-
erarchy tree.

The randomized part hierarchy tree provides a graded
part representation, retaining multiple possibilities; this
brings stability. A natural question, however, is based
on which criteria to choose one or few of these possibil-
ities of the arrangement of parts, i.e., the samples from
a randomized tree.

4 Which samples?

The best sample(s) depends on the task. For exam-
ple, if the goal is to find corresponding parts between
two given shapes of similar structures, the best samples
could be the ones that yield the best match. Postpon-
ing this issue till (§4.1), we now show the most prob-
able samples from the randomized trees of illustrative

shapes. We do so because, in the absence of any task-
dependent bias, the samples with higher probabilities
are expected to be more intuitive than the ones with
lower probabilities.

Let us first explain how we are going to visualize
our trees from now on in a more informative way than
we have done in previous visualizations, i.e., for the
cheetah. The new visualization makes it possible to de-
duce the full binary partition history (as conveyed by
an initial hierarchy tree) based on the knowledge of
any random sample from the randomized tree. At each
node, the enclosing part is depicted as dark gray, and
the neighboring part light gray. The neighboring part
gives a clue on both the level and the context in which
a respective leaf part is obtained. Using node numbers
and neighboring parts at each leaf node in a sample
re-organization, one can deduce the initial partitioning
structure, even in the absence of the initial part hier-
archy tree. At each node, the seed part is overlayed as
black on the dark gray enclosing part. For compound
parts stored at levels closer to the root, seed and en-
closing parts almost overlap. In contrast, for finer parts
(e.g. leaf parts), the discrepancy between the seed and
enclosing parts is higher. The discrepancy is also higher
for more protruding parts. Therefore, at some nodes,
the seed part 1) may be too small to be visible; or

Fig. 7 The initial part hierarchy tree for the cheetah. It is a proper binary tree.
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Fig. 8 Four possible re-organizations in the order of decreasing probabilities ≈ 0.38, 0.28, 0.15 and 0.10. The third one
coincides with the initial part hierarchy tree.
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2) may get nearly as large as the enclosing part, thus,
occluding the latter one.

For our illustrations, we have picked the hand cat-
egory, for which we have a good reason. It readily sug-
gests a commonly agreed upon hierarchical organiza-
tion among the five fingers. On one hand, the first split
is expected to be binary, separating the thumb from
the remaining four fingers. On the other hand, the next
split is expected to be neither binary or ternary but
quaternary: simultaneously separating the four fingers.
A quaternary split is not generic. Thus, the hand is a
simple case containing non-generic splits.

Let us first examine Fig. 9. As expected, the thumb
is separated from the remaining four fingers, and then
the pinky (21211) from the remaining three. Note that
the node holding the remaining three fingers has been
eliminated in the most probable re-organization. Thirdly,
the ring finger 212121 gets separated from the middle
and pointing fingers. Finally, the middle and pointing
fingers get separated, producing four individual fingers.
Let us now examine the trees in Fig. 10. Again, in both
cases, the first split is between the thumb and the re-
maining four, and the next between the pinky and the
remaining three. But then the pointing finger – not the
ring finger – gets separated, leaving the middle two. In
all three cases, each of the four fingers gets separated at
different levels ranging between three to six. For this,
there is no intuitive reason.

Nevertheless, in the most probable samples, all four
fingers are brought to the same level; compatible with
our intuition. Moreover, the probabilities for the most
probable trees are significantly higher than the remain-
ing ones for each of the three hand shapes. For exam-
ple, for the first hand, the chance for any organization
in which the four fingers reside at different levels in
the hierarchy is less than %6. In the other two cases,
pinky is a bit separate from the remaining three fingers.
Hence, chance of an organization in which the four fin-
gers reside at different levels in the hierarchy is a bit
higher. Nevertheless, chance of an organization in which
the remaining three fingers reside at different levels in
the hierarchy is again less than %6.

Finally, let us examine Fig. 11. Here, the hand shape
is drawn in a way that visually forces stronger pairwise
grouping of 1) the pointing finger and the middle one;
2) the pinky and the ring finger. The top four probabil-
ities are closer (0.25, 0.23, 0.14, 0.12) and none of them
contradicts to pairwise grouping. In the figure, only the
second and third most probable organizations are de-
picted. The third most probable organization (on the
right) better reflects the pairwise grouping of the fin-
gers on the left and the right.

Clearly, more likely hierarchies are more intuitive
and consistent with respect to visual transformations.
But still, we believe that it is important to retain the
entire tree with its probabilistic structure and let the
choice be dictated by the problem. Therefore, we ex-
periment with a specific task as a proof of concept. As
also validated by our experiments in § 4.1, the best or-
ganization depends not only on the shape itself but also
to other shapes that it is compared to.

4.1 Matching Experiments

Basic procedure The input to our pairwise shape match-
ing process is the respective randomized part hierarchy
trees of the two shapes to be matched. Each randomized
part hierarchy tree is independently sampled several
times forming sample tree pairs. Each sample tree pair
is independently matched. The sample pair that yields
the best correspondence is called as the winning pair.
Each of the two members of the winning pair is called
the winning re-organization of the respective shape.

In order to clearly and objectively assess the power
of the proposed data structure, we avoid any feature
optimization. The focus is merely on the flexible orga-
nizational hierarchy. With this rationale, we use two of
the simplest properties of the parts: the maximum ω

value inside the part and the part area. For fine parts
(leaves), the maximum value of ω inside a part is related
to the part width. For compound parts, this feature is
related to the width of the widest leaf part for which
the compound part is an ancestor. Both features (area
and the maximum ω value) need to be normalized to
make them insensitive to scaling and to minimize fea-
ture bias. The first feature is normalized by dividing
it by the maximum value of the ω function within the
shape domain; whereas the second feature by dividing
it by the area of the central part. Experiments show
that the range of the normalized second feature differ-
ences is more than twice that of the normalized first. In
order to eliminate bias, the second feature differences
are halved. Then each feature difference x is converted
to a similarity value in the range (0, 1] via an exponen-
tial decay e−4x. Final similarity is taken as the average
of the normalized feature similarities.

Tree matching There are several methods for matching
two trees. As the key idea here is the randomization,
we do not dwell on the choice of matching algorithm,
and do not attempt to devise clever similarity measures,
similarity re-ranking or clever classifications as these
improvements can be studied independently. In the cur-
rent implementation, pairwise matching problem itself
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Fig. 9 The most probable sample for a hand shape. Consistent with our intuition, all four fingers are at the same level. At
each node, the enclosing part is depicted as dark gray, whereas the respective seed part as black. The neighboring part (the
light gray) is also shown. The neighboring part gives a clue on both the level and the context in which a respective leaf part
is obtained. The initial partitioning tree can be deduced using node numbers and neighboring parts at each leaf node.

Fig. 10 The most probable samples for two more hand shapes. Again, all four fingers are at the same level.

Fig. 11 Another hand shape where a pairwise grouping between the left and the right fingers are visually forced. The second
and the third most probable samples.
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Fig. 12 The winning match. See the text for discussion.

is formulated as finding a maximal clique in the joint as-
sociation graph of the pair of trees to be matched, for
which we adopt an approximate algorithm from [35].
Further details are given in the Appendix.

Illustrative examples Our first example is a matching
between a human silhouette and its occluded version.
The winning match is shown in Fig. 12. We have two
remarks:

First, in both of the initial part hierarchy trees, the
arms on the left reside at a different level than the arms
on the right, without any intuitive reason. This is read-
ily revealed by their five digit versus four digit node
numbers: 21111 versus 2112. (Recall that an initial part
hierarchy tree can be inferred from any sample due to
our informative visualization.)

Ideally, almost symmetric upper bodies (nodes 211
for both trees) should contain two distinct saddle points
p1 and p2 such that ω(p1) = ω(p2) = s. That is,
two distinct saddle points on a single s − level curve
should simultaneously yield three nodes: the arm on
the left, the head, and the arm on the right. As dis-
cussed earlier, certain configurations including this one
are not generic; even the slightest perturbation imposes
a strict order on the saddle points. As a result, one of
the arms along with the head gets separated from the
other arm, and then the head-arm combination gets
separated. For both shapes, the saddle point value sep-
arating the head and arm on the left combination from
the arm on the right is very close to the saddle point
value separating the head from the arm on the left. For
the first shape, the respective saddle point values after
normalization with respect to the global maximum of
ω are −0.683 and −0.687 while the saddle point value
separating the entire upper body from the entire lower

body is −0.053. Clearly, the hierarchical order between
the upper body and its children is much stronger than
the hierarchical order among its children. Even though
an arm re-organization is not necessary for finding the
correct part correspondences since the structures of the
upper bodies are already the same for the two initial
trees, the left and right arms are brought to the same
level. This is because the probabilities of retaining the
initial binary local structures are very low due to the
extreme closeness of the consecutive saddle point val-
ues. Indeed, the probability of the winning organization
for the un-occluded human is ≈ 0.91. For the occluded
human, all of the highly probable samples exhibit the
same preferred organization for the upper body. But, on
the other hand, the probability of the winning organiza-
tion for the occluded human case is very low (≈ 0.01),
due to the occluding stick affecting the lower body (to
be discussed next). Here, the important point is that
a re-organization which performs the best with respect
to a specific task is selected regardless of its isolated
likelihood. The representation of an individual shape is
influenced by the shape it is being compared to.

Second, notice that the legs of the occluded hu-
man are at the sixth level, whereas the legs of the un-
occluded one are at the fourth, as revealed by their
node numbers. This is due to the influence of two addi-
tional parts belonging to the occluding stick, and poses
a challenge for the matching process. Nevertheless, the
legs are brought to the same level as well as all of the
corresponding sub-parts. Consequently, correct associ-
ations are found: 11 ⇔ 11 (central regions), 211 ⇔ 211
(upper bodies), 21111 ⇔ 21111 (arms on the left),
21112 ⇔ 21112 (heads), 2112 ⇔ 2112 (arms on the
right), 212 ⇔ 21212 (lower bodies) 2121 ⇔ 212121
(legs on the left) 2122 ⇔ 212122 (legs on the right).
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Each leaf of the first tree is matched to a leaf of the
second tree (Fig. 13). We remark that the winning or-
ganization of the lower body is highly unlikely when the
occluded shape is considered in isolation.

Fig. 13 Leaf level illustration of the matching in Fig. 12.

The second example is a matching between a cat and
a horse (Fig. 14). As a consequence of a weak saddle
marked by the arrow, the front legs of the horse are
not partitioned into individual legs. This granularity
inconsistency is resolved by matching the respective leaf
node of the horse tree to a non-leaf node of the cat
tree, the parent of two leaves holding the front legs of
the cat. The compound part stored at a non-leaf node
is circled. In this example, the winning organizations
coincide with the respective initial part hierarchy trees.
For the cat, this is also the most probable organization,
whereas for the horse the second most probable one.

The third example is a matching between the pre-
vious cat and another (Fig. 15 (a)). In this case there
are three weak saddles resulting with three unintuitive
partitions for the second cat: Firstly, its head is frag-
mented; secondly, its rear body goes through a spurious
division causing an erroneous shift in the levels of its
sub-parts; thirdly, its fourth leg is not separated from
its tail. Nevertheless, the winning match contains all of
the correct associations. The rear body and its parts
for the second cat are properly lifted one level up; con-
sequently, the correct associations of the parts of the
rear bodies are found successfully. The head of the first
cat matches to the parent of the two leaves holding two
unintuitive parts of the head of the second cat. The two
head fragments of the second cat as well as the fourth
leg and the tail of the first cat are correctly excluded
from the winning set of associations as there are no
corresponding parts in the other tree.

Finally, the fourth example ( Fig. 15 (b)), is a match-
ing between the previous horse and another. In addition
to the previously discussed granularity inconsistency in
the first horse, there are several other inconsistencies
which are not noticeable at the leaf level presentation.

For instance, the rear body of the first horse firstly splits
into fourth leg-tail combination and third leg, and then
the fourth leg is separated from the tail. On the other
hand, the rear body of the second horse after a spurious
division gets separated into rear legs and tail, and then
the two legs are separated. Consequently, a two level
difference occurs between the green colored third leg of
the first horse (with four digit node number) and the
orange third leg of the second horse (with six digit node
number). Despite granularity and order inconsistencies,
all of the parts are correctly matched. The winning re-
organization for the second horse is shown in Fig. 16.
Interestingly, the winning organization for the horse has
quite low probability ≈ 0.01. Yet it wins in a scope de-
fined by not only the horse but also the cat.

4.2 Run-time

Experiments are conducted on a 2009 model MacBook
Pro with Intel Core Duo 2.8 Ghz single processor with 4
GB memory. The codes are generated in object oriented
Matlab environment without any coding optimization.
Average run time for sampling from a randomized tree
is observed to be 0.03−0.1 seconds. Average run time for
matching is observed to be 0.7−4 seconds. Typically, 50-
100 random samples are generated, yielding total run
times on the order of 1-2 minutes for each matching task
on a single processor. Of course, trials being completely
independent can be run in parallel. It is also possible
to migrate codes to C/C++ language.

5 Real Images

There are several options when dealing with real im-
ages. One option is to couple the computation of the
field ω with lower level tasks, namely smoothing and
segmentation. This can be achieved via coupled set of
PDEs, and is exactly what has been done by Tari, Shah,
and Pien [52] for computing skeletons from real images,
or by Proesman, Pauwels, and van Gool in [39] for solv-
ing a variety of visual tasks. A slightly simpler strategy,
however, is to start with a fuzzy (i.e. real valued) edge
map, and then compute a monotone function of the
distance from this fuzzy edge map (could also be a dif-
fuse function), and then using this function as f in (7),
compute the field ω. Note that a rough estimate of a
monotone function of a distance transform is all that is
required, and such a function is readily provided either
by the coupled PDEs in Tari et al [52] or the Salience
Distance Transform in Rosin and West [41].

In Fig. 17, we depict the results obtained using the
later strategy for the cheetah image from Fig. 4. The
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image is first processed with an AT based coupled PDE
scheme [18], producing three alternative fuzzy edge maps
by varying scale space parameters and region of inter-
est (the bottom row). Then Rosin and West Salience
Distance Transform for the edge maps are computed

(the middle row). Finally, by replacing the function f

in (7) with respective Salience Distance Transforms,
three ω fields are computed (the top row). The com-
puted fields are consistent with what one expects for the
shape of the given cheetah. Observe that its two ears

Fig. 14 A granularity inconsistency. Due to the weak saddle marked by the arrow, the front legs of the horse are not partitioned
into individual legs. Nevertheless, the leaf node holding the pair of front legs is correctly associated to a non-leaf node of the
cat, the parent of two leaves ech holding a front leg.

(a) (b)

Fig. 15 Two more cases involving both level and granularity inconsistencies.

Fig. 16 The winning re-organization for the second horse. Observe how two spurious splits are made irrelevant: 1) the head
(21111) is shifted up to the level the front legs (2112); 2) the rear body (2122) is shifted up to the level of front body (211).
Even though the resulting organization has quite low probability ≈ 0.01, it wins in a scope defined by not only itself but also
the other cat.
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Fig. 17 The field ω computed from the cheetah image: (bot-
tom) un-thresholded edge fragments computed at three differ-
ent settings of scale and contrast parameters; (middle) Rosin
and West; (top) ω. See the text for details.

are captured by peripheral level sets. In the next figure
(Fig. 18, the left and the middle), we depict the leaf
level partitioning obtained using the third ω field. For
comparison, the leaf level partitioning for a silhouette
obtained by thresholding a smoothed image obtained
using the coupled PDE scheme in [18] is also shown in
Fig. 18 (the right).

It is also possible that a shape is indicated by a
collection of disconnected boundary segments. Such in-
complete boundaries may occur either as a side effect
of binarizing edge maps computed from real images or
due to virtual contours, e.g., circle of isolated dots in
Fig. 4. The field ω can still be computed, provided that
these boundary fragments are embedded in a larger do-
main which serves as the closure of the shape domain.
In Fig. 19, the field ω for the circle of isolated dots
is depicted. The first column depicts |ω| and the sec-
ond the level curves of |ω|. Notice how Ω+ as well as
the level curves around it capture the perceived circular
formation. The next figure (Fig. 20) depicts the field |ω|

and its level curves computed for a binary edge map for
the bear. The binary edge map is obtained by thresh-
olding the AT phase field computed using the method
in [18]. Despite the incomplete boundary, the ears are
clearly captured. The leaf level partitioning is shown in
(Fig. 21), where the shape boundary is shown in black.

6 Summary and Discussion

An unconventional application of the AT phase field
is presented after incorporating higher level influences
with the help of lower level constructs such as dis-
tances and global averages. The new field explicitly
codes parts, i.e., features that are higher level than
edges or boundaries. Within each part, successive level
curves are related by a motion under curvature. A sim-
ple partitioning scheme which fully exploits the geom-
etry of the level curves of the new field is developed. In
order to cope with representational instabilities due to
noise and visual transformations, the partitioning hier-
archy is stored in a tree endowed with a probabilistic
structure. This new data structure is called Random-
ized Part Hierarchy Tree. The idea is to achieve stabil-
ity by virtue of retaining multiple possibilities, rather
than by persistence based simplification. Any sample
from the randomized tree of a shape is a possible hi-
erarchical organization of the parts of the shape. Typ-
ically, samples with higher probabilities are more intu-
itive as compared to the ones with lower probabilities,
thus, serve as the best choices in the absence of any
task dependent bias. We have also experimented with
pairwise shape matching as a specific task. Illustrative
experiments indicate the potential of the new field and
randomized hierarchy tree to shape matching.

Our work is a step toward establishing AT-like im-
plicit diffuse representations as bridges combining shape
abstraction with early visual processes, sharing the spir-
its of both [32] and [52]. Instead of coupling the field
computation with smoothing/segmentation in a cou-
pled PDE framework as in [52], we compute the weighted
forcing function f in (7) from raw images via their un-
thresholded real valued edge maps. The rest naturally
follows.

As a final remark, quite interesting and non-linear
behavior is obtained despite the fact that equations are
linear.
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Fig. 18 Leaf parts obtained from the leftmost ω field of Fig. 17. For comparision, the leaves for a cheetah silhouette obtained
by thresholding a smoothed image obtained with the coupled PDEs in [18] are also shown (the right)

Fig. 19 The field ω when the boundary is not a closed curve.
Notice how Ω+ as well as the level curves around it capture
the perceived circular formation.

Fig. 20 Field ω from a binary edge map. The boundary is
not completely specified, but the features such as ears are
captured.

Fig. 21 The leaf level partitioning for the bear. Colors are
adjusted for better visibility. The incomplete shape boundary
is shown in black.

Appendix A

Field computation To keep implementation simple we
combine (9a) and (9b), and multiply the inhomogeneity
function f by ρ2 as scaling affects neither the geomet-
rical nor the topological features of the level curves. In
discrete setting this gives

L∗
�
ωi,j

�
−

1

ρ2
ωi,j −



 1

|Ω|

�

(k,l)∈Ω

ωk,l



+fi,j = 0 (10)

where L∗ denotes the discrete Laplace operator; ωi,j ≈

ω(x = i · hx, y = j · hy) with hx and hy are spatial dis-
cretization step sizes that are taken as the pixel width.
Based on our discussions in §2, we set ρ2 = |Ω|. Next,
we define a relaxed scheme:

ω
n+1
i,j = ω

n
i,j + τA

where A is the left hand side of (10) and τ is the re-

laxation parameter selected smaller than |Ω|
4|Ω|+2 . When

implemented in parallel the ωi,j values required for A

need to be taken from the nth step; if, however, the val-
ues are being updated sequentially, updated values are
used for faster convergence.

Saddle point detection For locating saddle points, we
do not rely on indefiniteness of the Hessian. Instead,
we find watershed regions by calling Matlab’s watershed
routine, which uses Meyer’s method [30]. We eliminate
all those watershed boundaries that do not neighbor
Ω+. On each of the remaining watershed boundaries,
the saddle point is the minimum of the restriction of
ω to the respective watershed boundary. Typically, the
considered watershed boundaries extend from Ω+ to
the shape boundary. It may be possible, however, that
a watershed boundary touching Ω+ bifurcates before
reaching the shape boundary. In this case there are in-
deed two watershed boundaries; the respective saddle
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points are given by the respective minima after the bi-
furcation.

Tree matching Let (Vi, Ei), i = 1, 2 be two rooted trees.
Let k, l ∈ V1 and m,n ∈ V2 be distinct nodes of the re-
spective trees. The tree association graph of the two
trees is the graph (V,E) where V := V1 × V2, and the
graph nodes (k,m) ∈ V and (l, n) ∈ V are adjacent
when the connectivity between k and l is equivalent
to that of m and n. Specifically, we say (k,m) ∈ V

and (l, n) ∈ V are adjacent if level(k) − level(l) =
level(m) − level(n) and the length of the path from k

to l in the first tree is the same with the length of the
path from m to n in the second tree.

Defining the equivalence between two sets of nodes
in respective trees by comparing levels and path lengths,
there exists a bijection between maximal subtree iso-
morphism and maximal clique of the association graph
of the two trees; i.e., tree matching is equivalent to
finding the maximal clique in the association graph.
If the trees are attributed – e.g. in our case (Vi, Ei,α)
where α is a function that assigns an attribute vector
[α(1)(u) , α(2)(u)]T to each node u in either tree – then
subtree isomorphism with the largest similarity is called
maximum similarity subtree isomorphism. In this case,
the weighted association graph is the weighted graph
(V,E, c) such that c(z) for z ≡ (u, v), z ∈ V , u ∈ V1 and
v ∈ V2 is defined via a similarity measure sim(·, ·) in the
attribute space: c(z) = sim(α(u),α(v)). The attributes
and similarity measure are calculated as described in
§4.1.

Suitably defining a weight matrix M using node
weights c(·), the global maximizer of xTMx gives the
maximum weight clique, which is solved iteratively:

x
n+1
i = x

n
i

(M xn)i
(xn)T Mxn

(11)

where n is the iteration variable. The matrixM = (mij)
is given via a matrix B = (bij) as follows:

mij = max
i,j

(bij)− bij

where

bij =






0 if i �= j, and node i is

adjacent to node j

1
2c(ui)

if i = j

1
2c(ui)

+ 1
2c(uj)

otherwise

Let maximum weighted clique be C ⊂ V . The solu-
tion x∗ to the maximization problem (via the iterative
scheme (11)) is expected to be

x
∗
i =






c(ui)�
uj∈C c(uj)

if ui ∈ C

0 otherwise
(12)

The iterative scheme (11) returns an approximation
to the limit vector x∗ in (12). What remains is how to
interpret this vector. The paper [35] provides no sug-
gestion on this. We adopt the following strategy instead
of simply thresholding.

We start with an empty clique. Then starting with
the node with the highest x value, we gradually add
nodes to the clique in the order of decreasing x value.
After each inclusion we compute expected vector using
(12) and check the difference between this estimate and
the actual vector returned by the iterative scheme (11).
We keep adding nodes till inclusion of nodes no longer
decreases the difference.
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